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Quarter 5 Embedded Homework 3

1. Which of the following I/O methods has the least latency?

a) Polled waiting loop

b) Interrupt driven I/O

c) DMA

2. Which of the following I/O methods requires the most additional hardware?
a) Polled waiting loop

b) Interrupt driven I/O

c) DMA

3. The fundamental limit on how fast instructions can be executed is the:

a) Number of instruction pipeline stages

b) Number of instructions to be executed

c) Maximum memory bandwidth

d) Average number of operands per instruction

4. Which of the following must be true in order for the Cortex-M3 to respond to an interrupt request? (circle all that apply)

a) The device must request an interrupt.

b) The device must not have its interrupt request masked by the NVIC.

c) Must not be executing the handler of a higher-priority exception.

d) Interrupts must have been enabled by a CPSIE instruction.

e) Execution of the current instruction must be completed.

5. Which of the following are true statements for the Cortex-M3? (circle all that apply)

a) Interrupts may occur between any two adjacent memory cycles.

b) Interrupts may occur between any two adjacent instructions.

c) Interrupts may occur between any two adjacent C statements.

6. Which of the following are true statements? (circle all that apply)

a) DMA may occur between any two memory cycles.

b) DMA may occur between any two assembly language instructions.

c) DMA may occur between any two C statements.

7. Which of the following registers are pushed on the stack when the Cortex-M3 responds to an interrupt? (circle all that apply)

a) R0

b) R4

c) R12

d) LR

e) PSR

8. Which of the following is appropriate for protecting only short critical sections?

a) Disabling interrupts

b) Disabling task switching

c) Spin locks

d) Mutex objects

e) Semaphores 

9. Which of the following causes unnecessary context switching?

a) Disabling interrupts

b) Disabling task switching

c) Spin locks

d) Mutex objects

e) Semaphores 

10. Which of the following methods protects data that is shared between a thread and an ISR. (circle all that apply)
a) Disabling interrupts

b) Disabling task switching

c) Spin locks

d) Mutex objects

e) Semaphores 

11. When a non-preemptive kernel is used the context switch occurs

a) Only by an explicit call to a kernel function

b) Only because of a hardware interrupt

c) Either of the above

12. When a preemptive kernel is used the context switch occurs

a) Only by an explicit call to a kernel function

b) Only because of a hardware interrupt

c) Either of the above

13. Which of the following provides better system response time?

a) Non-preemptive kernel

b) Preemptive kernel

14. Which kind of real-time kernel gives better overall response time to external events?
a) Non-preemptive

b) Preemptive

15. In which of the following two types of real-time kernels are you able to predict exactly where a context switch will occur in the code?

a) Non-preemptive kernel

b) Preemptive kernel

16. Which of the following two types of real-time kernels requires that you insert calls to the kernel to “yield”?

a) Non-preemptive kernel

b) Preemptive kernel

17. Which thread owns the shared resource during a bounded priority inversion?

a) The high-priority thread

b) The low-priority thread

18. A bounded priority inversion begins when:

a) The low-priority thread acquires the shared resource

b) The high-priority thread starts to wait for the shared resource.

19. A bounded priority inversion ends when:

a) The low-priority thread acquires the shared resource

b) The high-priority thread starts to wait for the shared

 resource.

20. An unbounded priority inversion among three threads one each of low, medium, and high priority requires a resource shared by:

a) The low-and medium priority threads

b) The low-and high priority threads

c) The medium and high priority threads

d) All three threads

